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Abstract

The present paper reports on work in progress on aspects of diachronic change in German multi-word sequences (MWS) over the 20th century. Results presented aim to shed light on the extent and speed of MWS change in language use. The data presented here are taken from the Swiss Text Corpus, a 20-million-word diachronic corpus of the Swiss variety of written Standard German. Frequent trigrams were extracted from different time periods and compared. The extent of change in the data over 100 years was comparable to variation found on average between texts of different genres; the degree of variation between consecutive time periods was only slightly larger than that between different texts of the same period, suggesting a moderate speed of change. The investigation also revealed that corpus size influences the proportion of trigrams shared between different texts.

1 Introduction

1.1 Background and motivation

A growing number of researchers see word sequences following Sinclair’s idiom principle (1991:110) as far more central to language than was previously thought and a very considerable amount of work has now been carried out describing, classifying and quantifying such multi-word sequences and their use, to a large part with reference to the English language. Significant work has also been carried out on other languages (see Butler 2005 for an overview), but on a much smaller scale. Furthermore, while diachronic changes in collocations and constructions have received significant attention and the study of the etymology of sayings and other highly fixed expressions has a long and rich tradition in paremiology and phraseology, there has been very little work seeking to quantify diachronic change in MWS beyond the investigation of individual MWS or small groups thereof.


Work leading to a better understanding of quantitative diachronic aspects of formulaic language and of the working of the idiom principle in languages other than English, therefore, not only addresses an important gap in current research, but has the potential to significantly enhance our understanding of the phenomenon of formulaic language, now thought to be central to language use. The present paper, reporting on work in progress as part of a project investigating diachronic change in German MWS, seeks to be a contribution toward closing this gap. 

1.2 Theoretical context and research questions

That language in use is not entirely composed of, as Pinker put it, "brand-new combination[s] of words, appearing for the first time in the history of the universe" (1994: 22) has been accepted for a long time. The notion, however, that the phenomenon of recurring multi-word sequences may not be a marginal one, has only relatively recently gained more widespread attention and support. Sinclair described it in terms of the idiom principle according to which "a language user has available to him or her a large number of semi-preconstructed phrases that constitute single choices, even though they might appear to be analysable into segments" (1991:110). While the 'slot-and-filler' model, where each word is a single choice constrained only by grammar, applies in some situations, Sinclair saw the idiom principle as dominant. Such a view is now supported by many studies; among the earliest are Altenberg (1998) and Erman and Warren (2000) which have found recurring multi-word sequences to make up a large proportion of language in use.

The notion of word sequences representing single speaker choices has, in the meantime, developed into a source of great terminological diversity, almost to the point where the terminology has become, as Oakey put it, an area of linguistic enquiry itself (2008:240). Wray (2002:9) lists a selection of over 50 terms referring to similar ideas, each no doubt representing the different emphases and interests of those using them. In this paper, the term multi-word sequences is used to refer to word sequences composed according to the idiom principle. We shall return to a more precise definition of this term at the end of section 2.2.3 below.

Research into diachronic change in MWS can be found in several areas. Etymological investigations and studies of diachronic variation of fixed phrases and proverbs have a long and well-established history in paremiology and phraseology and while these have often focused on specific units or groups thereof, it has also been possible to derive general principles of change from phraseological data or apply general principles to explain change in MWS. Stubbs (2007:100), for example, points out that "quantitative phraseological data can help explain why words which occur frequently in well-defined grammatical constructions undergo predictable semantic shifts" such as from concrete to abstract, or even more complicated moves from body part to locational term to temporal term to discourse term. Important work on diachronic change has also been carried out in the framework of construction grammar (a recent collection is Bergs and Diewald 2008) and Collostructional Analysis pioneered by Stefanowitsch and Gries (2003) has also been applied to the investigation of historical variation (for example Hilpert and Gries 2008). Nevertheless, existing studies have tended to focus on change over long periods of time (more than 100 years) and typically involve generalisations from sets of a few concrete examples. Questions relating to the speed and extent MWS-change in language use in general over shorter periods, rather than of particular MWS or constructions over longer periods have not been investigated.

On the other hand, MWS-variation across genre and register has been looked at from this more general overview-perspective of quantification. Gries (2009) presented research on automatic clustering of texts according to gravity counts (a statistical measure of association) which produced impressive genre divisions among texts as a result. Ongoing work by Biber and associates on differences across various registers (for example academic prose and conversation in Biber et al. 2003) similarly has been interested in general characteristics of MWS in different registers rather than individual MWS as such. Biber et al. (2004:379ff), for example, compare conversation, classroom teaching, textbooks and academic prose in terms of the number of unique MWS above a certain normalised cut-off as well as the total number of MWS above the cut-off before considering structural and subsequently functional characteristics of MWS and the distribution of these characteristics among the different registers under investigation. The present work shares this interest in broad quantification of variation and applies it to diachronic change in MWS over the 20th century. It reports on first results of ongoing work seeking to provide answers to the following questions:

1) What is the speed with which MWS in German written texts change?

2) How extensive is this change over a century?

2 Data and method

2.1 Data

The data used in this investigation consisted of the nearly 12,000 documents and document excerpts totalling about 20 million words that make up the Swiss Text Corpus (CHTK), a diachronic corpus of standard written German as used in Switzerland. The corpus was recently completed at the University of Basel and is searchable online
. An overview of balanced time periods and genre groups contained in the CHTK is given in table 1. Genre groups are described by Gasser et al. (2009) as a means of ensuring that the corpus is broad and balanced rather than representing a sophisticated genre-typology. The classification comprises four categories: literary texts including shorter novels and plays (group 1); everyday texts characterised by being "primarily written for someone" (Gasser et al. 2009, my translation), examples here include advertisements, manuals, recipes as well as unpublished texts such as personal correspondence or bills (group 2); subject texts including such genres as biographies, essays or (popular) scientific articles (strictly academic papers were excluded from the corpus) (group 3); und finally texts of journalistic prose mostly taken from a range of daily newspapers (group 4). Except in the case of literary texts currently in print (which were included only as excerpts), the integrity of texts as whole units has been preserved wherever possible (Bickel and Hofer 2009). The CHTK is tagged for part of speech and includes metadata on authorship and publication as well as, via the search website, direct links from search results to the scanned image of a document.

	
	1900-1924
	1925-1949
	1950-1974
	1975-2000
	1900-2000

	
	documents/words
	documents/words
	documents/words
	documents/words
	documents/words

	genre grp 1
	188
	1.3M
	50
	1.4M
	159
	1.3M
	59
	1.3M
	456
	5.3M

	genre grp 2
	1,042
	1.3M
	1,465
	1.4M
	969
	1.3M
	1,417
	1.2M
	4,893
	5.2M

	genre grp 3
	167
	1.6M
	433
	2.2M
	804
	2.1M
	276
	2.1M
	1,680
	8.0M

	genre grp 4
	833
	0.6M
	1107
	1.1M
	993
	1.1M
	1,929
	1.3M
	4,862
	4.0M

	all genres
	2,230
	4.7M
	3,055
	6.2M
	2,925
	5.8M
	3,681
	5.9M
	11,891
	22.5M

	Table 1: overview of time periods and genre groups in the Swiss Text Corpus (CHTK)

note: number of words rounded to the nearest 100,000


2.2 Method and procedure

2.2.1 Overview

In order to answer the questions listed at the end of section 1.2, trigram lists were extracted from various sub-sections of the CHTK and distilled into lists of MWS with the help of a 'smart' stop list and dual frequency cut-offs (document and plain frequency). The various lists of MWS were then compared to establish the proportion of shared MWS. The major steps of data preparation and analysis are summarised in figure 1 below and described in detail in the subsequent sections.

2.2.2 Data preparation and formatting

We had access to CHTK documents in the form of one XML-formatted file (containing all data and metadata, including PoS-tags), per CHTK document. In a first phase these had to be re-formatted into plain text files to provide correctly formatted input for the program producing trigram lists. Before removing metadata, however, some of it had to be incorporated into the data proper. This happened in five steps with help of UNIX scripts created for the purpose: 1) Time period, genre group and an index number were extracted from each file and transferred into the file's name to assist correct handling of the files and prevent misidentification. 2) Longer stretches of non-German text that was tagged as such (for example 
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Figure 1: preparatory and analytic steps in overview
quotes in foreign languages or passages in Latin that were part of some documents) were removed. 3) Capitalisation needed adjustments in order to prevent a sentence initial trigram from being kept separate from identical trigrams occurring mid- or end-sentence and lacking initial capitalisation. At the same time, capitalisation of proper names and other nouns (as is customary in German) needed to be retained as capitalisation can be a potentially important disambiguator between verbal and nominal uses of a word. 4) Because, for the purposes at hand, neither proper names nor particular numbers were of special importance, it was decided to replace proper names and numbers with category labels, such that sequences like die siebziger Jahre (the seventies) and die fünfziger Jahre (the fifties), for example, would be counted as instances of the same trigram, namely die ZAHLer Jahre (the NUMBERties) or des Kantons Neuenburg (of the canton Neuenburg) and des Kantons Basel (of the canton Basel) would both be instances of the trigram des Kantons X. Thus a greater degree of generalisation was achieved without loss of essential data. 5) Finally, end of sentence tags were replaced with newline characters which, at the next stage of processing, could be activated to prevent the creation of trigrams across sentence boundaries. Headings were treated as complete sentences and also received an end of sentence marker. Next, all remaining metadata were removed from files, leaving running text with newline characters at the end of each sentence or heading.
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2.2.3 Extraction of MWS

The open-source N-gram statistics package (NSP) (Banerjee and Pederson 2003, Wilmsmann 2007) was relied upon to extract trigram lists from input files. In the slightly modified version created for the purposes of the present study, output lists show the number of documents in which a trigram occurs in addition to the standard overall frequency of each trigram.
 For the extraction process, the following parameters were set:

First, tokens were defined as all alphanumeric characters and the following: hyphens (-), apostrophes ('), ampersands (&), full-stops (.), except for sentence-final full-stops which were removed, semi-colons (;), comas (,), colons (:), question marks (?) and exclamation marks (!). This slightly enlarged set was chosen to minimise the loss of information which occurs if only alphanumeric characters are used (the trigram hat ' s, for example, is more readily identifiable than the sequence hat s just as NAME & Co is preferable to NAME Co). This was balanced by the inclusion of these additional characters in the smart stop list described below. Non-alphanumeric characters are treated by NSP as separate words so that the sequence Stop! would be a bigram.


Second, the NSP option to apply stop list items additively (i.e. to exclude only n-grams that consist entirely of stop-listed words instead of discarding n-grams that include minimally one item from the stop list) was employed for all extractions. In the present study, this smart stop list option was highly effective in excluding uninteresting n-grams (such as those made up entirely of very frequent words) while correctly retaining n-grams that are a mix of high-frequency words and others. The stop list used for the final production of n-gram lists consisted of the 200 most frequent words of German (taken from Quasthoff 2009), the non-alphanumeric characters mentioned above and a number of additional items manually identified as frequent members of uninteresting n-grams as defined below.


Third, the NSP option to block n-grams across sentence boundaries was invoked. While Cheng et al. (2006:423) point out that there are cases when n-grams across sentence boundaries can be argued to be true MWS (most notably in spoken dialogues), it was felt that in our written data such cases would be exceedingly rare and allowing cross-sentence n-grams would likely lead to a higher proportion of false hits. Finally, only contiguous trigrams were extracted.


Following the automatic extraction of trigrams, a dual frequency cut-off was applied: trigrams with less than 4 occurrences per million words and occurrence in less than 2 documents were discarded (the same cut-off was used throughout the study). While such frequency cut-offs are somewhat arbitrary (Biber et al. 2004, McCarthy and Carter 2002), they are more transparent and lend themselves better to comparisons with other studies than cut-offs based on statistical measures of association which was the main reason this approach was chosen (see also Kilgarriff 2005 for other concerns regarding statistical measures of association). Following McCarthy and Carter 2002, a relatively low cut-off point (compared to Biber et al. 2004 40 per million, Cortes 2002 20 per million and even Biber et al. 1999 10 per million) was chosen in an effort to strike the best balance between the number of discarded but legitimate MWS (false negatives, if you will) and the number of false hits on the list (false positives, FPs). Establishing the proportion of FPs among a list of MWS is notoriously difficult (Lezius 1999, Evert et al. 2000, Evert 2001), not least because of rater reliability and consistency issues, but also due to the fact that the potential for false negatives ought to bear on the matter as well. For present purposes, a random sample of 500 automatically extracted MWS from all documents of the period 1975-2000 was rated by the researcher (and re-rated after a time-interval). FPs were defined as trigrams that display no semantic unity, as for example und das Kind (and the child) or nein, es (no, it). Since this study only looked at trigrams, MWS which clearly appeared to be part of a larger semantic unit (for example the trigram vom Bundesamt für [from the department of]) were rated true positives. This resulted in an FP-rate of just below 32%.

At this juncture, we are in a position to return briefly to a definition of MWS. We shall use the term MWS to refer to the true positives described above, that is, those contiguous trigrams displaying full or partial semantic unity, bearing in mind that automatic extraction is only able to identify them with a certain margin of error.

2.2.4 Comparison of MWS lists

Variation in MWS was measured in terms of the proportion of shared trigrams among various sections of the corpus. A lower proportion of shared trigrams was taken to indicate greater variation, a higher proportion of shared trigrams suggested smaller variation. To establish points of reference for the interpretation of diachronic variation, variation across sets of contemporary texts (i.e. across random sub-corpora drawn from a single corpus) and across genre groups was investigated in addition to variation across the four time periods represented in the corpus (1900-1924, hereafter Q1; 1925-1949, hereafter Q2; 1950-1974, hereafter Q3 and 1975-2000, hereafter Q4).


Shared trigrams across random sub-corpora were investigated first. For this purpose,  the documents in each genre group in Q4 were randomly divided into equally sized sub-corpora (since, however, the assignment to random sub-corpora was on a document basis, slight differences in the number of words per subcorpus did occur). Additionally, two random sub-corpora were produced using all documents of Q4 without regard to genre. MWS-lists were then extracted from each pair of random sub-corpora at the frequency cut-offs mentioned. The lists were subsequently sorted alphabetically and trigrams common to the pair of lists compared were extracted using a specially-written program. The shared trigrams were then counted (where each shared trigram was counted only once regardless of the frequency of its occurrence) and set in relation to the total number of unique trigrams in the sub-corpora (i.e. the average of the number of unique trigrams in subcorpus 1 and subcorpus 2). While frequency information for each of the shared trigrams was retained, this was not incorporated into the comparison (i.e. a shared trigram with a combined frequency of 100 was weighed the same as a shared trigram with a combined frequency of 20), though it would be interesting to explore this option in future research. Table 2 shows the results of an initial cross-text comparison.

	
	group 1
	group 2
	group 3
	group 4
	all genres

	unique trigrams in subcorpus 1
	6984
	4585
	4885
	5190
	4192

	unique trigrams in subcorpus 2
	6907
	4696
	5113
	5265
	4130

	in common
	2324 (33.5%)
	1428 (30.8%)
	1817 (36.3%)
	1857 (35.5%)
	2297 (55.2%)

	Table 2: an initial cross-text comparison using Q4 texts divided into random sub-corpora

note: 'all genres' refers to the comparison between two random sub-corpora drawn from the totality of documents in Q4, covering all genres. Here as elsewhere in this study, a standard cut-off at 4/M, > 1 document was used


The results of the initial cross-text comparison looked improbable for two reasons. First, we expected the proportion of shared trigrams to be much higher than the 30-something percent seen in the individual genre groups (though in the absence of comparative data it was difficult to dismiss them). Second, the shared percentage of the all-genres group was far higher than that of the average genre group, whereas we would have expected a comparable percentage. While the normalised cut-offs ensured that a similar number of trigrams was compared in all groups, differences in the underlying corpus size (all genres being four times the size of the individual genre groups), turned out to be responsible for the skewed result: once the underlying corpus size was rendered equal, the all-genres group fell into line with a figure of 30.8% shared trigrams which is slightly less than the average of the four genre groups (see figure 2 in the next section). The equalling out of underlying corpora, which meant reducing their size to that of the smallest subcorpus used in a particular comparison, was achieved by taking a random sample of documents making up the required number of words from a larger corpus. The dependence of the shared trigram measure on corpus size also explained the much lower-than-expected proportions of shared trigrams across texts which could now be expected to rise with increasing corpus size.

The investigation of variation across genre and time was carried out in like fashion using equal-size underlying corpora for all comparisons. 28 different comparisons were carried out in total, the details of which are listed in appendix 1, while the results section below provides a summary and discussion of results.

3 Results and discussion

3.1 Variation across texts: random sub-corpora

The first type of comparison was between random sub-corpora consisting of texts of the same time period and genre group. The results are shown in figure 2, exact figures on all comparisons are found in the appendix.
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Figure 2: Proportions of shared trigrams in random sub-corpora by genre

note: underlying corpus size: 0.6M; group 1 is literature, group 2 'for'-texts, group 3 subject-texts and group 4 journalistic prose; 'all genres' refers to the comparison of two sub-corpora drawn from documents of all genre groups.

Results show that there are differences between genre groups, but whether these are due to characteristics of the genre group as such (suggesting, for example that journalistic prose may be more homogeneous from the point of view of MWS than subject texts) or simple a product of the chosen genre categorisation is difficult to say. On the other had, it is clear that the average proportion of shared trigrams in the four genre groups is virtually identical with the figure obtained by creating random sub-corpora without regard to genre. This makes it possible to use all-genres results as a general point of reference for cross-text comparisons and consequently allows the creation of larger random sub-corpora than is possible if comparisons can only be made within a genre group. 

3.2 Variation across genres

The second necessary point of reference before we can meaningfully interpret diachronic variation is cross-genre variation. The results of a cross-genre comparison between genre group 2 (subject texts) and the other groups at a corpus size of 1.2 million words are presented in table 3. Closely similar results were obtained when genre group 4 (journalistic prose) was compared to the others.

	group 3 – group 1
	group 3 – group 2
	group 3 – group 4
	average

	11.7%
	33.9%
	35.4%
	27%

	Table 3: proportions of shared trigrams across different genre groups at corpus size 1.2M


In light of these results it is not unproblematic to speak of cross-genre variation (from the point of view of shared trigrams) in general terms as this clearly depends on which genre groups are compared with which. Nevertheless, the endpoints of the spectrum are identifiable and a simple average will provide some indication as to the central tendency.

3.3 Variation across time

We are now in the position to relate cross-text and cross-genre variation to diachronic change. Figure 3 shows the proportions of shared trigrams across the four time periods as well as across random sub-corpora of contemporary texts of mixed genre and across genre groups at the 1.2 million word level.
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Figure 3: Proportions of shared trigrams across time, random sub-corpora and genre groups at corpus size 1.2M

note: The proportions across time and sub-corpora were calculated using randomly selected documents of all genre groups. Q4-3 refers to the comparison between Q4 and Q3, Q4-2 means the comparison between Q4 and Q2, etc. 'Genre (avg)' refers to the average proportion of shared trigrams between genre group 3 and the other genre groups and random refers to the proportion of shared trigrams across random sub-corpora of mixed genre taken from Q4 documents.

The proportions shown in figure 3 conform to common expectation in two regards: first, the variation of trigrams across time is larger than that between random sub-corpora, indicating change over time. Second, the observation that the larger the gap between time periods compared, the larger the variation, confirms that there is continuous change through time. Figure 3 also tells us, however, that changes in trigrams between consecutive quarters (Q4-3) are only slightly different from the variation observed when comparing contemporary random sub-corpora and even the full extent of variation over 100 years (Q4-1) is smaller than the variation found between contemporary documents of different genre on average. To test the robustness of these results, the comparisons were run again, this time using only documents of a single genre group. The results are shown in figure 4.


Figure 4: Proportions of shared trigrams in genre group 3 across time, random sub-corpora and genre groups at corpus size 1.2M. note: The proportions across time and sub-corpora were calculated using randomly selected documents of genre group 3.


Figure 5: Proportions of shared trigrams across time, random sub-corpora and genre groups at corpus size 5M

note: The proportions across time were calculated using randomly selected documents of all genre groups, those across random sub-corpora were calculated using randomly selected documents from all genre groups and time periods and those across genre groups were calculated using randomly selected documents from all time periods.

Observations made on the basis of the data in figure 3 are confirmed in figure 4: diachronic change in trigrams is relatively modest. For adjacent time periods, only slightly fewer trigrams are shared than between random sub-corpora and when Q4 is compared to Q1, the proportion of shared trigrams is still larger than that between contemporary texts of different genre groups on average. Finally, the comparisons were run once more at the 5 million word level (figure 5), again confirming observations made at the 1.2 million word level. Due to the increased generalisability of observations derived from larger corpora vis-à-vis smaller corpora, we suggest that the analysis at the 5 million word level yields the best indicators of conditions found in written German texts at large.

3.4 The influence of corpus size on the proportion of shared trigrams

As indicated above, the proportion of shared trigrams was found to be dependent on the size of the underlying corpus. This was not amendable by means of normalised frequency cut-offs and while the broad relationships identified held across different corpus sizes, the exact percentages have so far remained incomparable. Based on the data presented in figure 6, we would therefore like to suggest a possible scale along which shared trigram proportions appear to move, relative to underlying corpus size: starting at a corpus size of 0.3 million words, the percentages of shared trigrams increase fairly regularly by an average of roughly 10 percentage points for each doubling of the underlying corpus size. The cline flattens out below 0.3 million words. With sufficient data and processing power, the cline could also be explored further towards the right. 

Figure 6: Proportions of shared trigrams across random sub-corpora of various sizes.

note: proportions were calculated using randomly selected documents from all genre groups of Q1 (Q1 to Q4 in case of the 4.8 million word values). Since the 0.15 million word corpus did not allow for the standard 4 words per million / 2 documents frequency cut-off to be applied, all recurring trigrams found in more than one document were compared in case of the 0.15M values only.
4. Conclusions and further research

The results reported above confirm that MWS in language use are in diachronic motion: the proportion of trigrams shared between different time periods was lower than that between texts of the same time period and the further the time periods were apart, the lower the percentage of shared trigrams. The data also suggest that the extent of change in MWS over 100 years is comparable to the variation found between contemporary texts of different genre while remaining somewhat below the average extent of cross-genre variation found in our data. As to the speed of change, the picture presented is one of moderate rapidity: change was robustly detected, but between consecutive time periods it was only relatively little larger than variation found across contemporary texts of identical genre composition and an intervening 25 years increased variation by an average of 8.5% (equivalent to 6.5 percentage points at the 5 million word level). It was also revealed that corpus size influences the proportion of trigrams shared between different texts and a possible scale along which proportions of shared MWS appear to move was suggested.


There are many possible ways in which research could proceed; among the most pressing are probably an investigation into the causes for the dependence on corpus size of shared MWS proportions, the extension of the investigation to MWS of different sizes, possibly with the inclusion of non-contiguous sequences, as well as work looking at diachronic change of structural, functional and other characteristics of MWS. It would also be of interest to relate changes in MWS to changes in the socio-cultural setting of the speech community. The latter is a particular ambition of the present author.

Notes
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Appendix

Details of the 28 main comparisons and their results:

	
	size of corpora compared
	time period
	genres
	comparison between
	% of shared trigrams

	comparisons across random sub-corpora

	1
	0.6M
	4Q
	group 1
	two random sub-corpora
	32.7

	2
	0.6M
	4Q
	group 2
	two random sub-corpora
	30.8

	3
	0.6M
	4Q
	group 3
	two random sub-corpora
	21.1

	4
	0.6M
	4Q
	group 4
	two random sub-corpora
	35.5

	5
	0.6M
	4Q
	all
	two random sub-corpora
	30.8

	6
	1.2M
	4Q
	all
	two random sub-corpora
	38.7

	7
	2.4M
	4Q
	all
	two random sub-corpora
	51.8

	8
	4.9M
	all
	all
	two random sub-corpora
	63.6

	9
	0.3M
	4Q
	all
	two random sub-corpora
	18.0

	10
	0.15M
	4Q
	all
	two random sub-corpora
	17.0

	comparisons across genre groups

	11
	1.2M
	4Q
	
	genre group 4 and 1
	14.1

	12
	1.2M
	4Q
	
	genre group 4 and 2
	36.7

	13
	1.2M
	4Q
	
	genre group 4 and 3
	35.4

	14
	1.2M
	4Q
	
	genre group 3 and 1
	11.7

	15
	1.2M
	4Q
	
	genre group 3 and 2
	33.9

	16
	1.2M
	4Q
	
	genre group 3 and 4
	35.4

	17
	5M
	all
	
	genre group 3 and 1
	18.6

	18
	5M
	all
	
	genre group 3 and 2
	53.3

	19
	5M
	all
	
	genre group 3 and 4
	42.3

	comparisons across time periods

	20
	1.2M
	
	all
	Q4 and Q3
	37.7

	21
	1.2M
	
	all
	Q4 and Q2
	34.2

	22
	1.2M
	
	all
	Q4 and Q1
	31.6

	23
	1.2M
	
	group 3
	Q4 and Q3
	34.8

	24
	1.2M
	
	group 3
	Q4 and Q2
	33.9

	25
	1.2M
	
	group 3
	Q4 and Q1
	28.7

	26
	5M
	
	all
	Q4 and Q3
	54.4

	27
	5M
	
	all
	Q4 and Q2
	48.3

	28
	5M
	
	all
	Q4 and Q1
	41.6


across


time periods
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